Predictive Counterfactuals for Treatment Effect
Heterogeneity in Event Studies with Staggered
Adoption
Mateus Souza1
October 2020
EEL Discussion Paper 107
This paper introduces an approach for estimation of treatment effect heterogeneity in event
studies with staggered adoption. Traditional impact evaluation methods can be near-term
biased in those settings. The proposed approach attenuates biases and recovers
heterogeneity more efficiently than traditional methods. It is shown that machine learning
algorithms can be used to accurately predict counterfactuals, which can then be used to
estimate a distribution of treatment effects. Simulations demonstrate how that approach can
be accurate and efficient, even in the presence of dynamic treatment effects. The paper
concludes with an application to a large residential energy efficiency program in the US,
providing novel insight about which types of energy retrofits are most cost-effective.
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Non-Technical Summary
Predictive Counterfactuals for Treatment Effect Heterogeneity in Event Studies with
Staggered Adoption
Because of the fast development of information and computing technologies, there has
been a recent surge in data availability across multiple research fields, including energy
economics. On the one hand, more information can lead to a better understanding of the
topics being researched. On the other hand, more information often demands increased
computing and processing time, as well as more complex modeling. This paper builds on
recent advances in statistics and machine learning to propose a method that can be accurate for recovering the effects of programs, policy changes, or treatments in complex settings.
Specifically, this paper uses data from the Weatherization Assistance Program (WAP), one
of the largest energy efficiency programs in the US, which has served millions of low-income
household since the 1970s. The Program provides full subsidies for improving the conditions of households' HVAC (heating, ventilating and air conditioning) systems, and related
home characteristics, such as windows, air sealing, and wall insulation. One key point is that
all homes served by the Program undergo energy audits prior to defining which retrofits are
necessary. Extensive details about housing structure and household demographics are collected during those audits. Further, through a partnership with utilities, it was possible to
obtain households' energy consumption, both before and after the retrofits.
Because each home served by the program is unique, the energy savings from the retrofits
are expected to significantly vary across homes. Traditional statistical methods mask that
type of variation because they are focused on estimating the average effects of the programs. This paper introduces a method that builds on recent advances in machine learning
algorithms in order to better understand how savings can vary across homes. The method
exploits temporal overlap between homes that have already been served by the program
and those that are yet to be retrofitted. With that, it is possible to predict, for each home,
energy consumption in case they had not been retrofitted. Finally, it is then possible to estimate the energy savings within each home.
Simulations from this paper suggest that the machine learning approach can be more accurate than traditional statistical methods, especially in complex settings where energy savings can also vary across time. The paper concludes by providing evidence on which types of
retrofits are associated with highest energy savings, and which ones are most cost-effective.
Those results may help guide future efforts for targeting high-performance measures or
homes, in order to improve overall resource allocation of the Program.
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Introduction
The recent surge in data availability across multiple fields is associated with both

challenges and opportunities in modern research. Scientists now face increasingly large
volumes of complex information. On one hand, as the quantity of observations and variables increases, so does processing time and computing memory required for analyses
(Jin et al., 2015; Agarwal and Dhar, 2014). On the other hand, more information can
lead to a more nuanced understanding of the topics being researched. For that purpose,
novel statistical methods, such as machine learning (ML), are becoming more popular.
New applications in economics and other social sciences, for example, demonstrate that
those tools can be helpful to evaluate the effects of policy changes, field experiments,
welfare assistance, weather shocks, and others (for reviews, see: Storm, Baylis, and Heckelei, 2019; Weersink et al., 2018; Coble et al., 2018). In this paper, I demonstrate how
machine learning can be applied to recover heterogeneous effects, specifically for event
studies with staggered adoption: settings in which observational units are exposed to a
treatment/policy change at different points in time. With simulations, I contrast machine learning results with more traditional estimators, such as two-way fixed effects (or
generalized difference-in-differences).
I introduce a method that builds on recent advances in machine learning algorithms,
and that exploits temporal overlap between not-yet-treated and treated units to accurately predict counterfactuals (i.e. the unobserved outcomes of treated subjects in case
they had not been exposed to treatment). I show that, compared to standard two-way
fixed effects, the machine learning approach recovers heterogeneity more efficiently and
is less likely to suffer from near-term biases. With simulations, I confirm findings from
recent econometric articles that reveal how two-way fixed effects can be biased, especially
when treatment effects vary across time.1 My simulations and real-data application are
performed within the context of a large energy efficiency program in the US. Nevertheless, the method that I propose can potentially be applied within various contexts.
1

See, for example Borusyak and Jaravel (2017) Athey and Imbens (2018), Callaway
and Sant’Anna (2018), Goodman-Bacon (2018), Strezhnev (2018), de Chaisemartin and
D’Haultfoeuille (2019), Abraham and Sun (2020).
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Staggered adoption designs have become widespread for analyses in economics (Athey
and Imbens, 2018). For example, a few papers recently published in a top economics’
journal also exploit that design: staggered arrival of fast internet across different regions
of Africa (Hjort and Poulsen, 2019); variation of corporate tax incidence across German
firms (Fuest, Peichl, and Siegloch, 2018); and the effects of shale gas expansion on water
quality in Pennsylvania (Hill and Ma, 2017).
Those types of settings are often analyzed with panel data regressions. To estimate
the effect of a policy change/treatment on a given outcome, one standard approach would
be to regress that outcome on a treatment indicator variable (equal to one for unit-by-time
observations exposed to treatment), plus unit fixed effects (indicators for each unit in the
sample) and time fixed effects (indicators for each time period in the sample). From that,
it is possible to obtain a two-way fixed effects estimator (from here on denoted TWFE),
which is the coefficient associated with the treatment indicator. The interpretation of
TWFE is clear in settings with only two units (treated and control) and two time periods
(before and after): it will represent the average effect of the treatment for the treated unit
in the sample. For that effect to be valid, a necessary assumption is that the outcomes for
treated and control groups would have followed a same path (parallel trends) in absence
of treatment (Angrist and Pischke, 2008). Nonetheless, even when that assumption holds,
recent literature finds that the interpretation of TWFE may not be trivial for panel data
settings with more than two units and more than two time periods, especially in the
presence of time-varying (dynamic) treatment effects (Kropko and Kubinec, 2020; Imai
and Kim, 2019; Goodman-Bacon, 2018; Borusyak and Jaravel, 2017).
Borusyak and Jaravel (2017) are among the first to show how the coefficient obtained
from a “static” TWFE will be a weighted average of effects over time. Further, some
of the weights can be negative, especially for time periods long after treatment, such
that the estimator can be biased towards near-term effects. Borusyak and Jaravel (2017)
also argue that those negative weights may arise even when unit-specific time trends
are included in the regression equation. Goodman-Bacon (2018) extends those results
and provides a framework to decompose which time periods and groups of units (e.g.
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untreated, early, mid, or late adopters) contribute most to the estimate. GoodmanBacon (2018) finds that estimation weights depend not only on the size of each of those
groups, but also on the variance of treatment assignments. A typical regression approach
will assign more weights to portions of the sample with higher treatment variance (i.e.
portions with substantial overlap between treatment and control units). For event studies
with staggered adoption, the implication is that observations in the middle of the panel
(mid-adopters) will receive more weight.2
Taking those issues into account, some corrections to simple TWFE specifications
have been proposed by, for example, Callaway and Sant’Anna (2018), de Chaisemartin
and D’Haultfoeuille (2019), Goodman-Bacon (2018), Strezhnev (2018), and Abraham and
Sun (2020). That literature relies on estimation of sampling probabilities or (treatment)
propensity scores to re-weight the unit/time-varying effects, and thus to obtain a valid
average effect. I propose an alternative method, which inherently takes heterogeneity
into account, and does not require re-weighting or estimation of auxiliary propensity
scores. The method can be summarized as follows: first, flexibly predict a full distribution
of counterfactual outcomes;3 second, subtract observed (true) post-treatment outcomes
from the predicted counterfactuals to obtain a full distribution of treatment effects; third,
summarize the treatment effects with (sub)sample averages, or by projecting them onto
available covariates.
In this paper, I also conceptually define a few causal parameters that may be of
interest, based on the Neyman-Rubin potential outcomes framework (Neyman, 1923;
Rubin, 1974). I introduce identifying assumptions and formalize my approach to estimate
each of those parameters. I demonstrate the approach with data from a large energy
efficiency program in the US (Weatherization Assistance Program), for which effects are
expected to significantly vary across subjects and across time. With simulations, I show
that both TWFE and the machine learning method are unbiased for cases with “static”
(time-invariant) treatment effects, even for simulations where effects vary across groups
2
Note that for event studies with staggered adoption both the beginning and the end of the panel
have low treatment variance because: the beginning of the panel contains few treated units; conversely,
the end of the panel contains few control units.
3
A formal definition of “counterfactuals” is presented in Section 2.
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of units. On the other hand, when effects vary over time, I find that the machine learning
approach is more accurate and more efficient than standard regression models.4 One
implication is that, even when points estimates from TWFE are accurate, they may be
dismissed due to wide confidence intervals. That issue is accentuated if the researcher is
interested in heterogeneity across subsamples. In those cases, I argue in favor of the ML
method, which exhibits improved efficiency.
Also with simulations, I demonstrate how the ML approach can be used to recover
unit-specific treatment effects. I find that simply aggregating unit-by-time estimates will
lead to a poor ranking of most versus least affected units. That may be attributed to
unobservable factors that change simultaneously with treatment, which is a violation of a
standard event study assumption. To take that into account, I propose projecting machine
learning savings predictions onto available covariates, to recover nuanced parameters
associated with treatment. Those parameters can then be used to produce parsimonious
predictions of energy savings for each home in the sample. Simulations show that that
approach can lead to a good approximation of the “ground truth” distribution of savings.
Identification depends on the accuracy and unbiasedness of the predictions of counterfactuals. I introduce some tests that aim to check the validity of the ML predictions.
With simulated data, it was possible to directly compare ground truth versus predicted
counterfactuals. I show that prediction errors of the counterfactuals can be small (less
than 10%) in the context of this paper, as long as the machine learning algorithms are
specified and tuned correctly. Outside simulated settings, however, true counterfactuals
can never be observed, such that it is impossible to directly assess counterfactual prediction errors. In that case, I propose analyzing cross-validated (out-of-sample) errors,
which are shown to have similar properties as the true errors.
I conclude with an application of the machine learning method to real data from
the Weatherization Assistance Program (WAP). While previous evaluations of similar
programs focus on average effects (Fowlie, Greenstone, and Wolfram, 2018; Allcott and
Greenstone, 2017; Zivin and Novan, 2016), I am able to identify several dimensions along
4

I employ bootstrapping for inference with the machine learning learning approach. Details about
the bootstrap algorithm can be found in Appendix B.
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which energy savings are significantly heterogeneous. Namely, insulation measures, as
well as furnace replacements, seem to be the most important drivers of reduced energy
consumption. I also report measure-specific cost-benefit analyses. Those results may
help guide future efforts for targeting high-performance measures or homes, in order to
improve the cost-effectiveness of the program.
This paper contributes to the growing literature on counterfactual predictions for
causal inference, such as g-computation (Robins, 1986; Yu and van der Laan, 2002),
doubly-robust estimation (Abadie, 2005; Chernozhukov, Chetverikov, et al., 2017), targeted maximum likelihood estimation (van der Laan and Rubin, 2006; Balzer, Petersen,
and van der Laan, 2016), synthetic control (Abadie, Diamond, and Hainmueller, 2010),
and causal trees (Wager and Athey, 2018; Athey and Imbens, 2016). That body of work
and recent applications (e.g. Poulos, 2019; O’Neill and Weeks, 2019; Prest, 2020; Burlig
et al., 2020) have highlighted some advantages, compared to standard impact evaluation,
of those novel methods: more efficient estimation, which allows for recovering more nuanced treatment effects; potential bias reduction from explicit modelling of propensity
of treatment; construction of robust comparison groups in settings where data for “pure
controls” are not available.5 The method I introduce is not only applicable to the setting
described in this paper. Rather, it can be applied generally to event studies with staggered
adoption, as long as data availability allows for robust prediction of counterfactuals.

2

Conceptual Framework and Identifying Assumptions

2.1

Parameters of Interest
I build on the Neyman-Rubin potential outcomes framework to clearly define param-

eters or causal effects to be estimated throughout this paper (Neyman, 1923; Rubin, 1974).
Consider a panel data setting, with i = 1, ..., I units (e.g. homes, individuals, plots of
5
Varian (2016) also introduces some settings in which machine learning tools might be useful for
causal inference.
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land etc.) observed over time periods t = 1, ..., T . Let Yit denote an outcome of interest,
which can be classified into two potential states: treated, Yit (1), in case unit i in time t
has been exposed to some “treatment” (policy change, program, drug, experiment etc.);
or untreated, Yit (0), in absence of exposure. The effect of treatment for unit i at time
t can then be defined as the difference between the outcomes at both potential states:
Yit (1) − Yit (0).
In a given point in time, a unit is either treated or untreated, such that, in practice,
researchers can only observe outcomes at one of those two potential states. For the
remainder of this paper, I use the term “counterfactuals” to refer to the outcomes at
their alternative, unobservable state. The unobservability of counterfactuals leads to the
“fundamental problem in causal inference,” which implies that the true treatment effects
are also never observed, although they may be estimated. Note that in this paper I
focus on event-studies with staggered adoption, with the following features: there is an
identifiable point in time after which units are considered exposed to treatment; treatment
dates can vary by unit; treatment is irreversible; and all units are expected to be exposed
to treatment at some point in time. Assuming that treatment is binary and that all units’
treatment regimes are observable, it is possible to construct a variable Dit , equal to one for
all home by time observations that have been exposed to treatment, and zero otherwise.
Potential outcomes can then be expressed as: observed Yit (0, Dit = 0) and Yit (1, Dit = 1);
counterfactuals Yit (0, Dit = 1) and Yit (1, Dit = 0). Different causal parameters can be
defined depending on how those four elements are combined. The methods presented in
this paper aim to recover Yit (1, Dit = 1) − Yit (0, Dit = 1), which are often referred to as
treatment effects on the treated. Because of the impossibility of consistent estimation of
all unit by time treatment effects, studies usually aim to estimate them at an aggregated
level, such as an average, which calls for an expected value framework. The average
treatment effect on the treated (ATT) can then be defined as:

AT T = E[Y (1)|D = 1] − E[Y (0)|D = 1]

Adding some structure to this framework, one can assume that researchers also have
6

knowledge about covariates Xit , which can vary by individual and by time, and which
may affect the outcome of interest.6 Let ti be the “treatment date” for unit i, after which
Dit is equal to one, and never reverts back to zero. Then the ATT becomes:
AT T = E[Y (1)|X, D = 1] − E[Y (0)|X, D = 1]
PI PT
[Yit (1|Xit , Dit = 1) − Yit (0|Xit , Dit = 1)]
= i=1 t=ti
PI
i=1 (T − ti )

(1)

It is also useful to get a sense of treatment effects for different observable subgroups
or subsamples of the population. Let c denote a set of conditions or rules on the observable
covariates, which in turn define a subgroup of units C. Then a conditional average
treatment effect on the treated (CATT) can be defined as:
CAT T = E[Y (1)|X = c, D = 1] − E[Y (0)|X = c, D = 1]
PI PT
[Yit (1|Xit = c, Dit = 1) − Yit (0|Xit = c, Dit = 1)]
= i∈C t=ti
PI
i∈C (T − ti )

(2)

Finally, one may want to recover unit-specific treatment effects on the treated
(UTT), which can be defined as averages over time for each unit:
U T Ti = E[Yi (1)|Xi , Di = 1] − E[Yi (0)|Xi , Di = 1]
t
t
PT
[Yit (1|Xit , Dit = 1) − Yit (0|Xit , Dit = 1)]
= t=ti
(T − ti )

(3)

Causal effects are often presented as percentages (relative to the counterfactuals),
which modifies the above definitions to:
PI

i=1

%AT T =

PI
%CAT T =

i∈C

PT

t=ti [Yit (1|Xit , Dit = 1) − Yit (0|Xit , Dit
PI PT
i=1
t=ti Yit (0|Xit , Dit = 1)

PT

t=ti [Yit (1|Xit = c, Dit = 1) − Yit (0|Xit =
PI PT
i∈C
t=ti Yit (0|Xit = c, Dit = 1)

6

= 1)]

c, Dit = 1)]

(4)

(5)

For ease of notation, throughout this paper I use bold print to indicate vectors such that, for
example, Xit = [X1,it , ..., XK,it ] represents K distinct covariates.
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PT
%U T Ti =

2.2

t=ti [Yit (1|Xit , Dit = 1) − Yit (0|Xit , Dit
PT
t=ti Yit (0|Xit , Dit = 1)

= 1)]

(6)

Assumptions
Here I present the identifying assumptions necessary for the estimator to be de-

scribed in section 3. Note that event studies with staggered adoption can be analyzed
within a difference-in-differences (DID) framework. Therefore, the assumptions presented
in this paper are similar to those necessary for DID. For this section, I build on insight from Borusyak and Jaravel (2017) and Abraham and Sun (2020). Athey and Imbens (2018) provide further details about the staggered adoption framework. One key
difference of my proposed method is that it does not require treatment effects to be
constant across time or across units. The necessary assumptions are as follows.
Assumption 1.1: Parallel Trends.
For difference-in-differences settings, researchers rely on the “parallel trends” assumption: after conditioning on all relevant factors, the (transformed) outcome difference
between treated and control units would have remained constant across time, in absence
of treatment.7 If that assumption holds, then the control group can be used to obtain a
good approximation for the counterfactuals of the treated group. For the context of this
paper, control units must therefore serve to accurately predict counterfactuals for the
treated units. That statement gives rise to a variation of parallel trends for the context
of this paper.
Let the counterfactual predictions Ŷit be modelled with error εit , such that:

Ŷit (0|Xit , Uit , Dit = 1) − Yit (0|Xit , Uit , Dit = 1) = εit

.

A strict version of parallel trends would require the prediction errors εit to be equal to
zero for all unit-by-time observations. However, that may be an unrealistic assumption.
7

Alternatively, the parallel trends assumption can be stated as: outcomes of treated and control
groups, conditional on all relevant factors, would have followed a same path in absence of treatment.
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Further, models that are too accurate are prone to overfitting (i.e. valid only for the
subset of data on which the models were developed). I relax the strict requirement by
assuming that it need only to hold on expectations, such that (after simplifying notation):

E[Ŷit (0|Dit = 1) − Yit (0|Dit = 1)] = E[εit ]
E[εit ] = 0

,

,

−→ E[Ŷit (0|Dit = 1)] − Yit (0|Dit = 1)] = 0

,

such that the counterfactual prediction errors should be equal to zero in expectation.
When analyzing real data, that assumption is untestable because true counterfactuals
Yit (0) are unobservable. However, in Section 3 I propose using cross-validated (out-ofsample) errors as a proxy for assessing true counterfactual errors. That is in the same
vein as the common practice of analyzing pre-treatment trends in standard DID settings.
I present auxiliary assumptions below. Assumption 1.2 (No Spillovers), is common
for many treatment effect estimators. Assumptions 1.3-1.5 may be considered a subset
of parallel trends, however I present each separately to highlight their importance.
Assumption 1.2: No Spillovers.
A variation of the standard Stable Unit Treatment Value Assumption (SUTVA) can
be presented as:

Dit ⊥ Djt ; Dit ⊥ Yjt ; Yit ⊥ Yjt ∀ i 6= j and ∀ t ,

which means that treatment assignment or potential outcomes for a given unit i are
independent from assignments and outcomes from any of the other units j. Note here
that I relax standard SUTVA, such that the impact of treatment is not required to be
the same across units. That allows the researcher to identify CAT T or U T Ti . Even
with varying treatment intensity/dosage, it is possible to identify treatment effects, as
long as intensity is observable. The researcher can then recover CAT T , for example, by
conditioning on units with higher or lower treatment intensity.
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Assumption 1.3: Conditionally Random Treatment Date.
Depending on the context, this is potentially the strongest assumption required for
identification. Note that I relax the assumption of completely random treatment dates,
which is often unrealistic in social sciences. However, conditional randomness is defensible
when analyses are restricted to subpopulations of interest. For example, one can evaluate
a subpopulation of individuals that qualify for a program with limited budget/resources,
such that not all individuals can be treated at the same time. In that case, program
managers may employ a (quasi)-random number generator to determine the quantity
and/or ordering of individuals to be treated. Alternatively, one can argue that order of
treatment is determined by factors that are completely unrelated (orthogonal) to target
individuals’ characteristics:
ti ⊥ Xit ∀ i .
Budgetary or bureaucratic delays/constraints are often credible sources of quasirandomness in event study settings. I note here that not all treatment dates need to
be within the analyzed study period. An individual may be considered either treated or
untreated throughout all available dates (i.e. Dit = 0 ∀ t or Dit = 1 ∀ t).
Assumption 1.4: No Anticipatory Behavior.
It is necessary that soon-to-be-treated individuals do not change their behavior in
anticipation of treatment. That can be formalized as:

Yit (0) ⊥ E[Dit ] ∀ i ,
t

which implies that units’ expectations about treatment do not affect pre-treatment outcomes.
Assumption 1.5: No Unobservable Confounders.
Let Uit be a set of covariates that are unobservable to the researcher, and that affect
the outcomes of interest (such that Uit 6⊥ Yit ). Absence of unobservable confounders can
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then be defined as:
Uit (Dit = 0) = Uit (Dit = 1) ∀ i ,
such that the unobservable covariates do not change simultaneously with treatment. This
is another strong assumption and is untestable. Violations of this assumption imply that
unrelated changes in Uit , which in turn lead to outcome changes, can be misattributed
to the treatment effects. For settings with many units, it is unlikely that Assumption
1.5 will hold for every unit in the sample. However, if variations in Uit are as good as
random random, then the assumption should hold in expectation:

E[Uit (Dit = 0)] = E[Uit (Dit = 1)] .

2.3

Sample Restrictions
Here I introduce sample restrictions that are common for research in applied eco-

nomics. I reiterate that these are not assumptions required for the validity of the method
that I propose. On the other hand, these restrictions allow researchers to focus on subpopulations for which the identifying assumptions are potentially more likely to hold.
Restriction 1.1: No Missingness.
For this paper, I restrict the sample to observations for which outcomes Yit and
covariates Xit are always jointly observable. That is necessary for the algebra of regression
analyses: the number of rows of the outcomes’ vector must be equal to the number of
rows of the covariates’ matrix. Researchers typically impose that by dropping rows with
missing observations for a few key variables, which is the strategy that I also employ.8
However, doing so can imply significant loss in sample size or loss of external validity. One
implicit assumption is that observations are missing at random, such that missingness is
orthogonal to treatment and other relevant factors.
Restriction 1.2: Temporal Overlap Across Control and Treated Observations.
8

Alternatively, a researcher may consider an imputation strategy. However, imputed data have statistical properties that are very different from observed data (Schafer, 1997). The implications of imputing
data are out of the scope of this paper.
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Let S0 and S1 denote the full samples or data available for pre-treatment and posttreatment observations, respectively, such that:

S0 = [Yit (0|Dit = 0), Xit (Dit = 0)] ∀ t < ti
S1 = [Yit (1|Dit = 1), Xit (Dit = 1)] ∀ t > ti

I can then define temporal overlap as:

t ∈ S0 ∀ t ∈ S1 ,

such that for all post-treatment observations there should exist at least one temporally
overlapping pre-treatment observation. This restriction aims to exploit the staggered
adoption design for identification, such that Assumption 1.1 (parallel trends) might be
more likely to hold. I note here that such restriction does not have to be imposed for
the predictive phase of my proposed method. Rather, non-overlapping samples can be
dropped at a later stage, after predictive models have already been built. Also note that
this is a necessary restriction for standard difference-in-differences estimators .
Corollary Restriction 1.2.1: Temporal Overlap in Outcomes.

Yjt (0|Dit = 0) ∈ S0 ∀ Yit (1|Dit = 1) ∈ S1 and ∀ i 6= j ,

such that for every post-treatment outcome from a given unit there should exist at least
one temporally overlapping pre-treatment outcome from a another unit.
Corollary Restriction 1.2.2: Temporal Overlap in Covariates.

Xjt (Dit = 0) ∈ S0 ∀ Xit (Dit = 1) ∈ S1 and ∀ i 6= j ,

such that for all post-treatment covariates for a given unit there should also be available
temporally overlapping pre-treatment covariates from another unit.

12

3
3.1

Proposed Method
Step 1: Building the Predictive Model
Given the assumptions and data structure described in Section 2, it may be possible

to build a model to accurately predict counterfactuals Yit (0|Dit = 1). For this step,
the researcher should only use the pre-treatment sample S0 . Without loss of generality,
an empirical model should be built to establish relations between Yit (0|Dit = 0) and
Xit (Dit = 0), such that:

Yit (0|Dit = 0) = M (Xit (Dit = 0)) ,

where M () is a generic model or function. In economics, linear regressions are often
the method of choice. However, those require functional form and linearity assumptions,
which may not be ideal for prediction accuracy. For a more agnostic and flexible approach,
I propose tree-based methods for this step, although other flexible predictive algorithms,
such as ensembles, deep learners or neural networks may also be considered. One key
attribute of the chosen predictive algorithm is that it should maximize out-of-sample fit
or accuracy.
Out-of-sample accuracy is crucial because the goal of this first step is to predict
counterfactuals Yit (0|Dit = 1), which are in essence unobservable and not present in the
sample. A model that is optimized for in-sample predictions (i.e. outcomes in S0 ) is
likely to lead to overfitting in this context, such that it will be unreliable for estimating
outcomes in S1 . This is related to the bias-variance tradeoff, common for predictive tasks.
For machine learning, hyprparameter tuning and cross-validation should be employed in
order to avoid overfitting.
Once the model is built, it is possible to assess its (cross-validated) prediction accuracy (i.e. model fit) with measures such as mean absolute error (MAE), root-mean-square
error (RMSE), R-squared, or others. Further, if heterogeneous treatment effects are of
interest, then accuracy should be assessed across subsamples for which heterogeneity is
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expected. Essentially, the researcher should be able to show that prediction errors are
uncorrelated with the available covariates Xit . Appendix A presents both in-sample and
cross-validated prediction errors for models trained for this paper. Also, in the context
of the real data application, I show how those errors are not significantly correlated with
any of the predictors.

3.2

Step 2: Subtract Counterfactuals From True Outcomes
For this second step, the researcher should use the model from step one to predict

outcomes in the post-treatment sample S1 . Recall that those predictions are based on
a model built with pre-treatment observations only, such that they can be viewed as
counterfactual predictions Ŷit (0|Dit = 1). If step one was performed correctly, then it
is possible to obtain the full distribution of Ŷit (0|Dit = 1) (i.e. for all units and for all
post-treatment periods).
Unit-by-time treatment effects can then be estimated by:

b̂it (Dit = 1) = Yit (1|Dit = 1) − Ŷit (0|Dit = 1) ,

which gives us the full distribution of treatment effects. bit are the building blocks necessary to estimate the parameters described in Section 2. The next step is to summarize
those treatment effects for different portions of the sample, depending on the researcher’s
objective.

3.3

Step 3: Summarizing the Treatment Effects
The most prominent parameter of interest, especially in economics, is the average

treatment effect on the treated (ATT), which can be estimated in this setting as:
PI
[
AT
T =

i=1

PT

t=ti b̂it (Dit

PI

i=1 (T

− ti )

= 1)

,

which is a sample average of all b̂it obtained in step 2. Alternatively, ATTs can be
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summarized as percentages, dividing by the sample average predicted counterfactual:
, PI

i=1

[
[
%AT
T = AT
T

PT

t=ti

Ŷit (0|Dit = 1)

PI

i=1 (T − ti )

,

where, again, all elements necessary for the above parameter have already been obtained
from steps 1 and 2.
For describing heterogeneity in effects, it can be useful to calculate the above average
parameters for different subsamples. For example, a researcher might hypothesize that
a certain subpopulation experiences treatment effects that are different than the full
population average. If there are differences in covariates that allow that subpopulation
to be identified, then the researcher can estimate:
PI
\T =
CAT

i=1

PT

t=ti b̂it (Dit = 1, Xit
PI
i=1 (T − ti )

= c)

,

where c denotes a set of conditions on Xit that identify a subpopulation of interest. The
\T can also easily be obtained by imposing conditions on %AT
[
%CAT
T . Note that these
are simply conditional averages of the treatment effects.
If the researcher believes that treatment effects exhibit a more complex structure,
then a linear regression can be considered:

b̂it (Dit = 1) = βXit (Dit = 1) + εit ,

(7)

where εit is an idiosyncratic error term; and β captures the relationship between treatment
effects and covariates of interest. The flexibility of that relationship will depend on
the functional forms and interactions of Xit . Note here that a linear regression is used
simply as a means of obtaining conditional averages, and alternative methods may also
be considered. Further, causal identification still relies accuracy of the predictive step,
as well as the assumptions described in Section 2.
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Finally, for unit-specific treatment effects one may choose to estimate:
PT

t=ti b̂it (Dit

[
U
TTi =

= 1)

(T − ti )

,

(8)

However, simulations from the following Section 4 reveal that such estimator may
[
not perform well. It is shown that U
T T i is more likely to recover treatment effects
that are biased due to violations of event study assumptions, specifically Assumption
1.5, of no unobserved confounders. Intuitively, the probability that a given unit violates
Assumption 1.5 increases as the total number of sample units I increases. Simply put,
it is unreasonable to expect that event study assumptions will hold for all units in the
sample. On the other hand, the increase in sample size also represents an opportunity
to exploit large sample theory, such that average treatment effects will converge to the
truth. A parsimonious approach for unit-specific treatment effects therefore arises from
an assumption that β from equation (7) are unbiased, and that εit has mean zero and
picks up any random deviations from the true treatment effects. Then, new unit-by-time
estimates can be obtained by predicting:
ˆ
b̂it (Dit = 1) = βXit (Dit = 1) ,

(9)

which constitutes a form of doubly-robust estimation. Finally, unit specific effects can
then be aggregated as:
[
[
U
TTi =

PT

ˆ

t=ti b̂it (Dit

(T − ti )

= 1)

,

(10)

[
[
which is free of any random deviations in treatment effects. Simulations show that U
TTi
[
outperform U
T T i.
To construct confidence intervals for each of the estimators described above, I propose bootstrapping. Details about the bootstrap algorithm employed in this paper can
be found in Appendix B.
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4

Simulations
I use simulations to show that the method presented in Section 3 is able to accurately

recover average treatment effects, as well as heterogeneous treatment effects. These
simulations are conducted within the setting of the Weatherization Assistance Program
(WAP) in Illinois. WAP is a large federally-funded energy-efficiency program in the US.
It targets low-income families and provides full subsidies for improving the conditions
of their HVAC (heating, ventilating and air conditioning) systems, and related home
characteristics, such as windows, air sealing, and wall insulation. Some key features of
the program and data availability are as follows: an evaluation of WAP can be considered
an event study with staggered adoption, since there are several homes that are served
by the program at different points in time; treatment effects can be expected to vary
over time, depending mostly on the time of the year that a home is treated; treatment
effects are also expected to vary across units, which receive different amounts of program
spending, and which may inherently need different types of upgrades. Summary statistics
of the outcome of interest (monthly natural gas usage) and available covariates can be
found in Appendix C.
Simulations are performed using a sample of not-yet-treated WAP-eligible homes.
Thus, throughout this Section 4, no observations of actual post-treated homes are used.
Using that data, the first step of the simulations is to assign random proxy treatment dates
to each home. Then, depending on the illustrative intent from each simulation, I impose
a simulated treatment effect by changing the outcome (natural gas usage consumption,
measured in MMBtu) for the proxy post-treatment dates. For those dates, I subtract a
given percentage of natural gas usage, thus simulating lower energy consumption after
treatment. With this setup, I observe both simulated treatment effects and “ground
truth” counterfactuals that can be used to assess performance of different estimation
techniques.
I then proceed by applying the estimation method outlined in Section 3. For the predictive step, I train my model only with observations prior to the proxy treatment dates,
since the main objective is to predict counterfactuals (outcomes in absence of treatment).
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To accomplish that, the algorithm of choice was XGBoost, which is a computationally
efficient and fast implementation of gradient boosted trees (Chen and Guestrin, 2016).
XGBoost exhibits high cross-validated (out-of-sample) prediction accuracy in this setting.9 As discussed in Section 3, cross-validation is essential for this step, given that I
aim to predict counterfactuals which are unobservable by definition. In Appendix A I
present performance metrics for XGBoost. I show that the algorithm of choice is able
to accurately predict counterfactuals, with cross-validated errors that are generally less
than 1 MMBtu (10%). Further, I show that cross-validated errors are not correlated with
relevant covariates.
The predictive step described above remains the same for all simulations presented
in this paper. However, I summarize the treatment effects differently, depending on the
objectives of each simulation. The following subsections focus on comparing performance
of my proposed machine learning method versus two-way fixed effects, in terms of recovering the simulated treatment effects.

4.1

Treatment Effect Variation Across Time
For these simulations, I impose effects that are either increasing or decreasing over

time. The rationale is to test if my method can be robust dynamic treatment effects,
in contrast to two-way-fixed effects which are not (as shown in prior literature, such as
Goodman-Bacon (2018)). For these analyses, first I restrict the sample such that each
home will have no more than 2 years (24 months) of data before and after treatment. Then
I impose simulated treatment effects by reducing post-treatment energy consumption by
a given percentage. To simulate effects that increase over time, I assume that natural
gas savings for the first month after treatment will be 3.5%, increasing monthly by 0.5
percentage points up to the 24th month, for which the effect will be 16%. I also randomly
split the sample into 5 groups of homes. Those sample splits are only relevant for later
simulations, but are kept here for completeness. I test if the machine learning method is
able to accurately recover conditional average treatment effects (CATT) for each of the
9

I use root-mean squared error (RMSE) as a measure of prediction accuracy. However, other metrics,
such as R-squared or mean absolute error (MAE), may also be considered.
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5 groups. I compare the ML estimates with the “ground truth” simulated effects, as well
as with two-way fixed effects (TWFE) specifications such as:

Yit =

5
X

βg [Gi = g] × Dit + αi + αt + εit ,

(11)

g=1

where Dit is equal to one if home i has been treated in month of sample t, zero otherwise;
[Gi = g] indicates one of 5 random groups to which home i belongs; β g captures the
treatment effect for each of the groups; αi and αt are home and month of sample fixed
effects, respectively; and εit is the error term. I also try variations of the above TWFE
specification by interacting home and calendar month fixed effects, and also by including
month of sample by county fixed effects.
Results for all specifications are presented in Table 1. Compared to the ground
truth, machine learning estimates are accurate for all 5 groups of homes. Note also
that the effects do not differ substantially across groups. That is expected, as those
groups were randomly assigned. On the other hand, the coefficients obtained from TWFE
underestimate the true savings by about 6 percentage points (which translates to three
quarters of the true effects). Adding finer-scale fixed effects does not seem to improve
the accuracy of TWFE specifications. Consistent with Borusyak and Jaravel (2017), that
implies that TWFE are near-term biased (recall that these simulations imposed smaller
near-term effects). The machine learning estimates, on the other hand, are not biased
and have an added benefit of being more statistically efficient.
For another simulation, I repeat an exercise similar to that from Table 1, but now
with effects that decrease over time. In the context of energy efficiency upgrades, that can
be viewed as a simulation of appliance depreciation which can potentially reduce energy
savings over time. I impose that the treatment effect for the first month after treatment
is 15%, decreasing monthly by 0.5 percentage points, down to 2.5% for the 24th month.
Estimates according to different specifications are presented in Table and 2. I find more
evidence that TWFE are near-term biased, now with the estimated effects being higher
than the ground truth. Machine learning estimates therefore outperform TWFE in terms
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of accuracy and efficiency, and do not seem to exhibit any significant bias. Results from
this section also hold with regressions in energy space (rather than percent), presented
in Appendix D.

[TABLE 1 HERE]
[TABLE 2 HERE]

4.2

Treatment Effect Variation by Random Groups
Here I test if my method is able to accurately recover treatment effect heterogeneity

by groups of homes in the sample. I start by randomly assigning homes to 5 different
groups, each of which has a different simulated treatment effect. Group 1’s effect is a
6% reduction in natural gas usage, while Group 2’s effect is an 8% reduction, and so on,
up to Group 5’s effect of a 14% reduction. I then employ the machine learning approach
and two-way fixed effects to recover conditional average treatment effects.
Table 3 present results from this simulation. It can be noted that both machine
learning and TWFE accurately recover the simulated effects. Those results are consistent with Borusyak and Jaravel (2017), who argue that TWFE are more likely to be
problematic when treatment effects vary over time. Compared to TWFE, the machine
learning estimates are more efficient, which reduces the probability of Type I error (rejecting a true treatment effect). Results hold for parameters estimated in energy space
(rather than percent), which are presented in Appendix D.

[TABLE 3 HERE]
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4.3

Unit-Specific Treatment Effects
For this simulation, I consider a more complex treatment structure, for which effects

vary both across time and depending on how much was spent on specific weatherization
measures. This is so that the analyses in this section mimic the real data applications
in section 5, for which I expect significant variation in treatment effects across homes.
Here I impose that WAP is associated with a “base” treatment effect of 15%. Energy
savings are then assumed to increase with more spending on wall insulation and furnaces.
There is also a strong discontinuous increase in savings when a furnace is replaced, rather
than only repaired. Also, effects decrease over time, to simulate depreciation of the
upgrades. The full set of simulated parameters can be found in Appendix E. To recover
those simulated effects, I use my machine learning approach, and then parameterize the
savings with equation 7. Parameter estimates are also in Appendix E. In this subsection,
I focus on demonstrating how to recover unit-specific treatment effects by using those
parameters.
It is essential to parameterize the energy savings for unit-specific treatment effects.
Figure 1 provides insight about why. It presents the monthly energy savings that would
be obtained if a researcher only performs steps 1 and 2 of my method, which entail predicting counterfactuals, then subtracting those from true post-treatment usage to obtain
treatment effects. Specifically, 1 presents the distribution of estimated savings for observations that have a simulated “base” treatment effect of 15%. Note that, on average,
those estimates are close to the ground truth effect (13.9% versus 15%). However, the
range of estimates around that average is significant (approximately −80% to +80%).
That could be attributed to errors in the predictive step, because of several factors, such
as violations of Assumption 1.5 (no unobservable confounders). For more parsimonius
estimates it is therefore necessary to apply Step 3 of the proposed ML method, to parameterize the energy savings. With those parameters in hand, I obtain new predictions
of savings for all observations in the sample, according to equation 9.
I aggregate savings predictions for each home, according to equation (10). The same
aggregation technique is used to obtain the simulated (ground truth) treatment effects.
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Figure 2 compares the ground truth (a) with machine learning (b) estimated effects. It
ranks homes from lowest to highest percent energy. The distribution of per-home savings
according to the machine learning estimates is strikingly similar to the ground truth
distribution. That suggests that the machine learning approach can accurately recover
unit-specific effects.
Further, Figure 3 presents prediction errors for the per-home estimates, again ranked
from lowest to highest savings. Errors are generally smaller than 1.5 percentage point, on
average. The ML approach seems to be overestimating the savings from low-performers,
and underestimating the savings of high-performers.
Finally, Figure 4 presents further evidence that simply aggregating the unit-by-time
savings from Step 2 will produce incorrect home-specific savings. Note that, even though
average savings are close to the ground truth, the distribution of the estimates according
to this incorrect method has significantly longer tails (for example, some homes at the
lower end are estimated to be using 50% more energy after treatment). That can lead
to erroneous interpretation of treatment effect heterogeneity in the program. It could
be that some homes mechanically appear to be using more energy after treatment, due
to unobserved factors, such as new residents moving in. Conversely, if residents move
out, then reduced energy usage may be erroneously attributed high energy savings by the
program.

[FIGURE 1 HERE]
[FIGURE 2 HERE]
[FIGURE 3 HERE]
[FIGURE 4 HERE]
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5

Real Data Application: Evaluation of the Weatherization Assistance Program
Here I demonstrate the method from Section 2 with a real data application, in the

context of the Weatherization Assistance Program. The main objective is to recover
heterogeneity of effects across homes that received different levels of WAP spending on
diverse measures. I also investigate heterogeneity of savings across housing structure
and demographics. For that purpose, I estimate conditional average treatment effects
(CAT T ). The CAT T parameters are then used for measure-specific cost-benefit analyses. XGBoost is used for the first (predictive) step of the method. To train the (counterfactual) model, I restrict the sample to all (actual) pre-treatment observations. Further
I restrict the sample to observations within a window of 2 years before and after treatment, such that the focus is on estimating near-term effects. In Appendix A I show that
XGBoost achieved high out-of-sample (cross-validated) prediction accuracy for this real
data application. I also show that prediction errors are unlikely to be correlated with any
of the available covariates of interest.

5.1

Estimates of Heterogeneous Treatment Effects
To assess heterogeneity of program savings, I estimate CAT T , according to step

three from my method. Specifically, after obtaining home-by-month estimates of savings,
I run the following linear regression to decompose those savings:

b̂it = α0 +

K
X
k=1

βk Citk

+

G
X

γg Xitg + εit ∀ t > ti ,

(12)

g=1

where b̂it are natural gas savings (MMBtu) for home i in the post-treatment billing cycle
t > ti ; α0 is a constant; Xitg includes the following covariates: housing structure (air
sealing, blower door reading, attic R-value, floor area, number of stories, heating unit
size, and vintage); demographics (household income, householder age, and family size);
natural gas and electricity prices; and weather controls (average minimum temperature,
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average maximum temperature, and average precipitation). Citk are categories of program
spending: air conditioning, air sealing, attic, baseload, doors, foundation, furnace, health
and safety, wall insulation, water heater, windows, and other incidentals. Variables are
flexibly included via binning. Bins can vary in size, depending on the distribution of the
variable considered.
I compare the machine learning estimates with those from a fully interacted two-way
fixed effects model, similar to specification TWFE3 from the tables in Section 4. That is,
I regress energy consumption on home by calendar month FE, plus month of sample by
county FE, in addition to covariates interacted with the binary treatment indicator. For
this TWFE estimator, the coefficients of interest are those associated with the interactions
between treatment and covariates (especially related to program spending).
Figures 5 and 6 present estimates of heterogeneous treatment effects for selected
upgrades or home characteristics. I focus on covariates that are expected to be closely
related to energy consumption. The graphs should be interpreted as follows: the vertical
axes represent natural gas savings (MMBtu) attributed to WAP, while the horizontal axes
represent bins of amount spent on upgrades or other relevant home characteristics. To
avoid collinearity, for each variable it was necessary to drop one of the bins, to serve as the
omitted comparison group the estimating equation. For the spending categories, I drop
the first bin of zero amount spent. For all other cases, I drop the bin which includes the
median value along a given dimension. The presented coefficients should be interpreted
as heterogeneity in energy savings, compared to the omitted bin. Blue triangles represent
coefficients according the ML estimator, while the red squares are those from TWFE.
First, comparing ML versus TWFE coefficients, it can be noted that they generally
trend in the same directions, and reveal strikingly similar patterns of heterogeneity. However, ML estimates are more precise. Furthermore, there are some notable discrepancies
between the estimates. Focusing on Wall Insulation and Attics, for example, TWFE
suggest stronger treatment effects compared to ML. That may be attributed to TWFE
not accurately capturing the temporal variation of effects. As simulation results from
Section 4 reveal, TWFE coefficients will be overestimated in case the true underlying
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effects are stronger in the months right after treatment. That scenario is consistent with
depreciation of the upgrades performed by WAP.
Focusing on interpreting the preferred ML specification, the graphs reveal several
interesting patterns of heterogeneity for this context, which had not been previously documented in the literature. When looking at furnaces, for example, it can be noted that
spending below $1,500 is associated with an increase in energy usage. On the other hand,
significant energy savings are achieved with furnace spending above $1,800. Lower levels
of furnace spending correspond to repair and re-tuning, which may be associated with
rebound effects (residents using their furnaces more often), without significant improvement in the efficiency of the furnace. However, high levels of furnace spending correspond
to installing new (likely more efficient) furnaces, thus leading to significant reduction in
energy consumption.10 That is an intuitive result but the magnitudes or the importance
of the savings from replacing furnaces should not be understated. In section 5.2, I provide
more insight about the cost-effectiveness of furnace replacements versus repairs.
Graphs labelled as Attic, Wall Insulation, and Foundation collectively represent the
majority of insulation measures performed by the program. As expected, those reveal
that insulation is crucial for energy savings in the context of WAP. Virtually any level
of insulation spending is associated with some energy savings. Further, the relationship
between savings and spending on insulation seems to be mostly linear. Only high levels
of spending (above $1,200) on windows are significantly associated with some energy
savings.
I also show that homes with a larger pre-treatment heating unit achieve better energy
savings. Those large units may therefore have been replaced with smaller ones (which
use less energy). Otherwise, the units’ sizes may have been kept the same, but newer
models might be more efficient in general. That is consistent with the results fro furnace
spending.
In terms of demographics, the machine learning estimates suggest U-shaped rela10

Appendix C presents the histograms for each of the WAP spending categories. It can be noted,
for example, that the distribution is bimodal for furnaces, thus suggesting a separation between simple
repair/re-tuning versus complete replacements. More specific descriptions of measures performed in each
home also corroborate that separation.
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tionships between energy consumption and family size, as well as between energy energy
consumption and householder age. Compared to the median, both younger and older
householders, as well as smaller and bigger families consume more energy after treatment. The differences along those dimensions are small, nevertheless significant. Coefficients on householder age from TWFE differ substantially from those from machine
learning. However, potential sources of bias along those dimensions are unclear.

[FIGURE 5 HERE]
[FIGURE 6 HERE]

5.2

Upgrade-Specific Cost-Benefit Analyses
In this section, I investigate if each of the categories of WAP investments are cost-

effective. Measure-specific costs were obtained from administrative data. They incorporate both labor and materials costs. I assume that benefits accrue through reduced
energy savings only, according to the parameters estimated in the above section.11 I focus
on the measures that were associated with significant energy savings.
For each measure and each bin of spending, I compute the monetized benefits of
energy savings. I take into account social marginal benefits, incorporating the social
costs of carbon following the procedure as described in Davis and Muehlegger (2010).
The average citygate natural gas prices in Illinois from 2007-2016 represent marginal
private costs, to which I add the social costs of carbon of $40 per ton. Emissions factors
for natural gas were obtained from EPA (1998). The resulting price is assumed for the first
post-treatment month, after which escalation is applied based on indices from Rushing,
Kneifel, and Lippiatt (2012).
Different measures are assumed to have different lifespans. Baseline scenarios follow lifespan recommendations from official WAP documentation: 25 years for insulation
11

WAP may also be associated with indoor air quality, health, and carbon abatement benefits. The
investigation of those is left for future research.
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measures; 20 years for furnaces; 15 years for windows. Measures are assumed to fully depreciate after those lifespans. However, there is uncertainty regarding those lifespans, and
recent recent engineering literature suggests that they could be longer (Kono et al., 2016).
Therefore, I also consider the following alternative lifespans: 50 years for insulation; 30
years for furnaces and windows. Finally, to obtain the present value of benefits, I use a
discount rate of 3%, which is the recommended rate for evaluation of several governmental
programs, including WAP (Rushing, Kneifel, and Lippiatt, 2012).
I subtract monetized benefits from per-measure costs to obtain net benefits for all
the bins of spending.12 Results are presented in Figure 7. First, it can be noted that only
insulation measures, especially for attics, seem to be associated with positive net benefits.
Attic spending exhibits a clear pattern of diminishing returns. Further, net benefits are
sensitive to lifespan assumptions. Comparing both lifespan scenarios, the difference in
net benefits can be up to $3,000 for attics, for example. Foundation and wall insulation
seem to be at the margin of cost-effectiveness with baseline assumptions. With longer
lifespans, those measure are therefore associated with positive net benefits.
Furnace and windows are generally associated with negative net benefits. The bimodal distribution for furnace is again clear in these cost-benefit analyses: it seems that
expensive furnace repairs ($600 - $1,800) are less cost-effective than full furnace replacements (above $1,800). In this context, negative net benefits do not necessarily imply that
some measures should be performed. It is important to note that WAP measures may
be complementary. For example, better wall insulation can enhance the benefits from a
more efficient furnace. Analyses of complex interactions between measures are left for
future work.
The methods and results presented in this paper complement the analyses in Christensen et al. (2020). That paper provides insight about the mechanisms that can explain a
wedge between ex-ante projected and ex-post realized energy savings from WAP. Results
suggest that biases in projected savings are especially associated with systematic engineering modelling errors and workmanship, while changes in consumer behavior (rebound
12

I use average costs within each bin.
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effects) are not significant in this setting.

[FIGURE 7 HERE]

6

Conclusions
I introduce a novel method to recover heterogeneous treatment effects for event

studies with staggered adoption. The method employs highly flexible machine learning
algorithms to predict counterfactuals, which in turn are used to recover treatment effects.
Since the counterfactual predictions must be accurate, this method may only be feasible
for settings with rich data availability (with many covariates and/or units of observations). Nevertheless, such settings are becoming increasingly common, given the recent
advances in data collection/storage technologies, computational speed, and information
technologies in general.
With simulations, I test the accuracy and robustness of the proposed machine learning (ML) method, contrasting it with standard two-way fixed effects (TWFE) regressions.
I show that, consistent with previous literature, TWFE can be near-term biased in cases
where treatment effects are dynamic (time-varying). On the other hand, the ML approach is unbiased and is more efficient than TWFE. Results also suggest that the ML
method can accurately recover nuanced unit-specific effects.
I conclude with an application of the ML approach to real data from the Weatherization Assistance Program. I am able to identify significant heterogeneity of program
effects, which had not been empirically documented in the literature. For example, I
find that insulation measures are among the most important drivers of energy savings.
Further, I am able to provide insight about which levels of insulation spending are most
cost-effective. I also find evidence that furnace replacements are more cost-effective than
particularly expensive furnace repairs/re-tuning. Since the ML method allows estimation
of unit-specific effects, or at least fine scale heterogeneity, it may also be useful for an
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exercise to identify high-return homes, aiming to improve the cost-effectiveness of the
program.
The same machine learning method that I propose is also used in Christensen et
al. (2020). That paper presents further results and policy implications from treatment
effect heterogeneity in the context of WAP. I reiterate that this approach is not only applicable to research in energy economics. Rather, the method can be considered for recovering heterogeneity in any event studies with staggered adoption, especially for micro-level
data with a rich data set of covariates and a large quantity of observations.
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Tables
Table 1: Simulated Conditional Average Treatment Effects on the Treated - Effects
Increasing Over Time - Outcome in Percent
Outcome: Percent Energy Savings
Specification:
Group 1

Simulated

Estimated

“Ground Truth”
-0.0838∗∗∗
(0.0001)

Machine Learning
-0.0818∗∗∗
(0.0027)

TWFE 1
-0.0187∗∗∗
(0.0040)

TWFE 2
-0.0238∗∗∗
(0.0038)

TWFE 3
-0.0219∗∗∗
(0.0038)

Group 2

-0.0841∗∗∗
(0.0001)

-0.0827∗∗∗
(0.0027)

-0.0186∗∗∗
(0.0041)

-0.0203∗∗∗
(0.0039)

-0.0181∗∗∗
(0.0039)

Group 3

-0.0840∗∗∗
(0.0001)

-0.0861∗∗∗
(0.0024)

-0.0249∗∗∗
(0.0041)

-0.0287∗∗∗
(0.0038)

-0.0249∗∗∗
(0.0038)

Group 4

-0.0841∗∗∗
(0.0001)

-0.0829∗∗∗
(0.0027)

-0.0212∗∗∗
(0.0041)

-0.0222∗∗∗
(0.0038)

-0.0197∗∗∗
(0.0038)

Group 5

-0.0838∗∗∗
(0.0001)

-0.0841∗∗∗
(0.0029)

-0.0208∗∗∗
(0.0040)

-0.0229∗∗∗
(0.0038)

-0.0199∗∗∗
(0.0037)

Observations

301,685†

301,685†

608,420

608,420

608,420

NA
NA
NA
NA
NA

NA
NA
NA
NA
NA

Yes
Yes
No
No
Yes

No
Yes
Yes
No
Yes

No
No
Yes
Yes
Yes

Controls:
Home FE
Month of Sample FE
Home by Calendar Month FE
Month of Sample by County FE
Heating and Cooling Degree Days

Note: This table presents simulated CATT on natural gas usage. The coefficients should be interpreted as
simulated monthly percent energy savings attributed to treatment. For these simulations, the effect in the first
month is assumed to be 3.5%, increasing monthly by 0.5 percentage points, up to 16% for the 24th month. No
controls are used for the machine learning CATT, which is identified from predicted counterfactuals. For the
machine learning estimates, standard errors (in parentheses) are bootstrapped (200 iterations). For two-way
fixed effects, standard errors are clustered by household. Significance at 1% is indicated by ∗∗∗ . The number of
observations for ground truth and machine learning estimates, indicated by † , are smaller because they use the
post-treatment sample only, although the pre-treatment sample was used for building a predictive model.
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Table 2: Simulated Conditional Average Treatment Effects on the Treated - Effects
Decreasing Over Time - Outcome in Percent
Outcome: Percent Energy Savings
Specification:
Group 1

Simulated

Estimated

“Ground Truth”
-0.1012∗∗∗
(0.0001)

Machine Learning
-0.0986∗∗∗
(0.0027)

TWFE 1
-0.1725∗∗∗
(0.0040)

TWFE 2
-0.1781∗∗∗
(0.0038)

TWFE 3
-0.1755∗∗∗
(0.0038)

Group 2

-0.1009∗∗∗
(0.0001)

-0.0987∗∗∗
(0.0026)

-0.1727∗∗∗
(0.0041)

-0.1746∗∗∗
(0.0039)

-0.1718∗∗∗
(0.0039)

Group 3

-0.1010∗∗∗
(0.0001)

-0.1024∗∗∗
(0.0024)

-0.1786∗∗∗
(0.0041)

-0.1827∗∗∗
(0.0038)

-0.1784∗∗∗
(0.0038)

Group 4

-0.1009∗∗∗
(0.0001)

-0.0992∗∗∗
(0.0027)

-0.1742∗∗∗
(0.0041)

-0.1757∗∗∗
(0.0038)

-0.1727∗∗∗
(0.0038)

Group 5

-0.1012∗∗∗
(0.0001)

-0.1002∗∗∗
(0.0028)

-0.1738∗∗∗
(0.0040)

-0.1764∗∗∗
(0.0038)

-0.1727∗∗∗
(0.0038)

Observations

301,685†

301,685†

608,420

608,420

608,420

NA
NA
NA
NA
NA

NA
NA
NA
NA
NA

Yes
Yes
No
No
Yes

No
Yes
Yes
No
Yes

No
No
Yes
Yes
Yes

Controls:
Home FE
Month of Sample FE
Home by Calendar Month FE
Month of Sample by County FE
Heating and Cooling Degree Days

Note: This table presents simulated CATT on natural gas usage. The coefficients should be interpreted as
simulated monthly percent energy savings attributed to treatment. For these simulations, the effect in the first
month is assumed to be 15%, decreasing monthly by 0.5 percentage points, down to 2.5% for the 24th month.
No controls are used for the machine learning CATT, which is identified from predicted counterfactuals. For
the machine learning estimates, standard errors (in parentheses) are bootstrapped (200 iterations). For two-way
fixed effects, standard errors are clustered by household. Significance at 1% is indicated by ∗∗∗ . The number of
observations for ground truth and machine learning estimates, indicated by † , are smaller because they use the
post-treatment sample only, although the pre-treatment sample was used for building a predictive model.
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Table 3: Simulated Conditional Average Treatment Effects on the Treated - 5 Random
Groups - Outcome in Percent
Outcome: Percent Energy Savings
Specification:
Group 1

Simulated

Estimated

“Ground Truth”
-0.0600∗∗∗
(0.0000)

Machine Learning
-0.0588∗∗∗
(0.0028)

TWFE 1
-0.0567∗∗∗
(0.0039)

TWFE 2
-0.0619∗∗∗
(0.0036)

TWFE 3
-0.0598∗∗∗
(0.0036)

Group 2

-0.0800∗∗∗
(0.0000)

-0.0795∗∗∗
(0.0027)

-0.0767∗∗∗
(0.0038)

-0.0789∗∗∗
(0.0036)

-0.0768∗∗∗
(0.0036)

Group 3

-0.1000∗∗∗
(0.0000)

-0.1030∗∗∗
(0.0024)

-0.1018∗∗∗
(0.0038)

-0.1055∗∗∗
(0.0036)

-0.1019∗∗∗
(0.0036)

Group 4

-0.1200∗∗∗
(0.0000)

-0.1203∗∗∗
(0.0026)

-0.1173∗∗∗
(0.0037)

-0.1192∗∗∗
(0.0034)

-0.1169∗∗∗
(0.0034)

Group 5

-0.1400∗∗∗
(0.0000)

-0.1404∗∗∗
(0.0027)

-0.1386∗∗∗
(0.0035)

-0.1407∗∗∗
(0.0032)

-0.1380∗∗∗
(0.0032)

Observations

304,522†

304,427†

616,112

615,150

615,115

NA
NA
NA
NA
NA

NA
NA
NA
NA
NA

Yes
Yes
No
No
Yes

No
Yes
Yes
No
Yes

No
No
Yes
Yes
Yes

Controls:
Home FE
Month of Sample FE
Home by Calendar Month FE
Month of Sample by County FE
Heating and Cooling Degree Days

Note: This table presents simulated CATT estimates of the effect of WAP on natural gas usage. The coefficients
should be interpreted as simulated monthly energy savings (measured in percent) attributable to treatment.
Here, simulated treatment effects were assumed to vary across 5 random subgroups of the population (with
effects as shown in the “Simulations” column). No controls are used for the machine learning CATT, which is
identified from predicted counterfactuals. For the machine learning estimates, standard errors (in parentheses) are
bootstrapped (200 iterations). For two-way fixed effects, standard errors are clustered by household. Significance
at 1% is indicated by ∗∗∗ . The number of observations for ground truth and machine learning estimates, indicated
by † , are smaller because they use the post-treatment sample only, although the pre-treatment sample was used
for building a predictive model.
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Figures

Figure 1: ML Step 2 Estimates for Observations With Simulated Savings of 15%
Notes: Figure 1 presents the distribution of monthly estimated savings for observations that have a
simulated “base” treatment effect of 15%, according to Step 2 of the proposed method. The estimate
of average savings is close to the ground truth. However, the estimates are significantly inaccurate for
some months. Step 3 of the proposed method aims to correct for that.
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a. “Ground Truth”

b. Machine Learning Estimates

Figure 2: Simulated (Groud Truth) Versus Estimated Home-Specific Savings
Notes: Figure 2 compares the “ground truth” distribution of unit-specific treatment effects versus estimates form the machine learning approach. The blue dots from panel (a) represent the ground truth,
while the green dots from panel (b) represent machine learning estimates. 95% Confidence intervals
(shaded green area) were obtained via bootstrapping (200 iterations). Homes are ranked from lowest to
highest percentile (in terms of natural gas savings).
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Figure 3: Per-Home Prediction Errors Across Performance Bins
Notes: Figure 3 plots average home-specific prediction errors from the machine learning approach. Averages are stratified by percentiles of ground truth simulated performance (horizontal axis). 95% Confidence intervals were obtained via bootstrapping (200 iterations). It can be noted that errors are generally
smaller than 2%.

Figure 4: Home-Specific Savings - Incorrect Method
Notes: Figure 4 presents unit-specific treatment effects according to an incorrect estimation approach.
Here, home-specific effects are obtained simply by aggregating predictions of savings. The correct approach is to project savings onto observable covariates first, following the parameterization step from
equation 9.
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Savings by Air Sealing Spending

Savings by Attic Spending

Savings by Foundation Spending

Savings by Furnace Spending

Savings by Wall Insulation Spending

Savings by Windows Spending

Figure 5: ML Heterogeneous Treatment Effect Estimates for Program Spending
Notes: The figures above present machine learning estimates of heterogeneous treatment effects for
selected WAP categories of spending. Negative coefficients should be interpreted as percent energy
savings attributed to WAP treatment. ML standard errors were bootstrapped (200 iterations). For
two-way fixed effects, standard errors are clustered by household.
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Savings by Householder Age

Savings by Family Size

Savings by Heating Unit Size

Figure 6: ML Heterogeneous Treatment Effect Estimates for Selected Covariates
Notes: The figures above present machine learning estimates of heterogeneous treatment
effects for selected covariates. Negative coefficients should be interpreted as percent
energy savings attributed to WAP treatment. ML standard errors were bootstrapped
(200 iterations). For two-way fixed effects, standard errors are clustered by household.
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Net Benefits from Attic

Net Benefits from Foundation

Net Benefits from Wall Insulation

Net Benefits from Furnace

Net Benefits from Windows

Figure 7: Cost-Effectiveness of Main WAP Spending Categories
Notes: The figures above present results from cost-benefit analyses for the main categories of WAP spending. Blue triangles represent net benefits with baseline assumptions:
shorter lifespans, and 3% discount rate. The red circles represent net benefits assuming
longer lifespans. Standard errors were bootstrapped (200 iterations).
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A

Machine Learning Model Tuning and Diagnostics
The machine learning model is trained only with data that would be available prior

to weatherization, namely: pre-treatment billing data, energy audit information, household demographics, and weather variation. Specifically, I include the following variables:
energy usage in MMBtu (outcome), heating degree days (base 60, and 65), cooling degree days (base 75), min. outdoor temperature, max. outdoor temperature, precipitation,
floor area (square feet), family size, number of windows, number of stories, number of
bedrooms, vintage, county indicator, building shielding class (measure of shielding provided by structures surrounding home), pre-treatment blower door test (CFM50), main
heating system type, main heating system capacity (Btu), attic R-value, household income, indicators for householder’s race, presence of disable occupant, presence of children,
presence of elderly, home priority rank, audit date (month, year, and day), program year
of audit, month of year, year of sample, number of days in billing cycle, monthly average
natural gas prices, and monthly average electricity prices. The outcome (natural gas
usage) varies by home and by month of sample (billing period). Weather also varies by
month of sample, while information collected during WAP audit/applicaiton varies only
across homes.
I supply the above variables to a machine learning algorithm called XGBoost, which
is a computationally fast implementation of gradient boosted trees, developed by (Chen
and Guestrin, 2016). The concept of boosted trees involves iteratively combining weak
predictive trees to form an ensemble. More weights are given to the trees with better
predictive accuracy. By default, the algorithm uses mean squared errors (MSE) as a
measure of accuracy. Each tree is constructed with a fraction of the provided sample,
and considering a different set of the variables described above. With this algorithm, a
researcher can therefore be agnostic in terms of which variables to include for prediction,
as well as functional forms. It is also important to note that regression trees automatically
consider variable interactions and binning. As the tree “depth” increases, interactions
1
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become more complex. With more tree “branches,” I allow for more flexibility in how
each variable is included.
To increase predictive accuracy of machine learning models, it is common practice
to “tune” the (hyper)parameters that control factors such as maximum tree depth. The
following section describes the configurations that I considered for the model.

A.1

Hyperparameter Tuning
Prior to settling on a model that performs well in terms of predictions, I perform

hyperparameter tuning via 5-fold cross-validation. This was implemented through the
“SuperLearner” package in R (Polley et al., 2018). Sample splits for the validation folds
are random.13 I consider the variations to following XGBoost hyperparameters:
• Number of trees/iterations: determines the total number of models of which the
ensemble XGBoost is constituted. (either 1000 or 2000)
• Maximum tree depth: correlated with the complexity of the model and variable
interactions. (either 20 or 30)
• Shrinkage/step-size/learning-rate/eta: a rate between 0 and 1, that determines the
contribution of each new tree to the ensemble. Lower values are more conservative
and prevent overfitting. (either 0.05 or 0.5)
• Minimum observations per node: correlated with the frequency of branch splits,
which also determines the sizes of bins considered for each variable. Smaller nodes
imply more flexible models, but may also lead to overfitting. (set at 30)
Other XGBoost hyperparameters were set at their defaults. Therefore, I test a total
of 8 hyperparameter configurations. Note that I do not necessarily have to pick a single
13
In panel data settings one may consider “vertical” or “horizontal” cross-validation. For the setting
in this paper, vertical CV implies stratifying sample splits by home, while horizontal CV means splitting
across time. I recommend the latter. Stratification can lead to overfitting the model for homes that
are in the training set, such that accuracy will be lower in the validation set (constituted of completely
“unseen” homes). However, for this paper, “out-of-sample” is defined as an unseen set of dates (as
opposed to homes), such less biased prediction errors can be obtained by splitting across time. Athey,
Bayati, et al. (2019) provide a more complete discussion of vertical versus horizontal cross-validation.
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one of those configurations as our model of choice. I can consider an ensemble of those,
which has even higher predictive accuracy. The SuperLearner package automatically
builds an ensemble, giving higher weights (base on non-negative least squares) to the best
performing configurations. The following Table A.1 presents performance diagnostics and
weights for each hyperparameter combination.
Table A.1: Results from Hyperparameter Tuning
Model ID Num. Trees (Iterations)
1
1000
2
2000
3
1000
4
2000
5
1000
6
2000
7
1000
8
2000

Max. Tree Depth
20
20
30
30
20
20
30
30

Shrinkage
0.05
0.05
0.05
0.05
0.5
0.5
0.5
0.5

Min. Observations per Node
30
30
30
30
30
30
30
30

Mean Squared Error
14.144
14.232
14.148
14.227
17.477
17.477
17.686
17.686

Ensemble Weight
0.475
0.000
0.466
0.000
0.000
0.057
0.000
0.003

Results suggest that models with lower learning rate (shrinkage = 0.05) were generally more accurate. Further, the ensemble seems to favor less complexity (number of
trees = 1000). Note that model IDs 1 and 3 have the highest weights and constitute 94%
of the ensemble.

A.2

Prediction Errors - simulations
Figures A.1 and A.2 present the machine learning in-sample and cross-validated pre-

diction errors (residuals) for the pre-treatment simulated data. Errors are disaggregated
by bins of monthly energy consumption on the horizontal axis. The model performs extremely well in general, with in-sample residuals generally not greater than 0.5 MMBtu.
The cross validated residuals are also small, except for months when gas usage is above
30 MMBtu. But for those cases, errors in percentage point temrs can also be considered
small. Further, the graph also shows that those are sparse regions of the sample.
In this setting it is also possible to analyze the ML model accuracy to predict
counterfactuals. Results for that assessement are presented in Figure A.3. That is an
event study graph, with time since treatment on the horizontal axis, and energy usage
on the vertical axis. I present actual, predicted, and simulated energy usage. Note that
post-treatment (counterfactual) predictions align well with the true usage. Further, they

3
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follow the same non-linear paths. The distance between simulated usage and predicted
counterfactuals represents the treatment effects.

Figure A.1: In-Sample Pre-Treatment Residuals (MMBtu) - simulated data

Figure A.2: Cross-Validated Pre-Treatment Residuals (MMBtu) - simulated data

4
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Figure A.3: ML Model Accuracy for Predicting Counterfacutals

A.3

Prediction Errors - real data
Here I note that in-sample and cross-validated prediction errors with real data are

very similar to those obtained with the simulated data. Figures A.4 and A.5 are for the
full sample.

Figure A.4: In-Sample Pre-Treatment Residuals (MMBtu) - real data
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Figure A.5: Cross-Validated Pre-Treatment Residuals (MMBtu) - real data
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The following Figure A.6 also shows that prediction errors are not correlated with
any of the covariates that are relevant in this context. Again, these were produced with
real Weatherization Assistance Program data.

Figure A.6: Cross-Validated Pre-Treatment Residuals (MMBtu) By Covariates
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Figure A.6 (continued): Cross-Validated Pre-Treatment Residuals (MMBtu) By
Covariates
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Figure A.6 (continued): Cross-Validated Pre-Treatment Residuals (MMBtu) By
Covariates

9

Online Appendix

B

Souza, 2020

Bootstrap Algorithm
For inference with the machine learning estimates, I also need to take into account

that there is uncertainty in the predictive step of the method. It is reasonable to assume
that the predictive model behaves differently depending on the sample with which it is
trained. Chernozhukov, Fernández-Val, and Luo (2018) propose bootstrapping may be
appropriate in these settings. I employ a conservative algorithm that uses bootstrapped
standard deviations of the parameters of interest as an approximation for their standard
errors. Point estimates in the paper use the original sample, while standard errors and
confidence bands are based on the bootstrap algorithm described as follows.
Bootstrap Algorithm: Let N be the total number of observations in the sample. Let
b = 1...B denote a bootstrap iteration. (1) Draw (ω1 , ..., ωN ), which is a vector of N
nonnegative bootstrap weights attributed to each observation in the sample. Once those
weights are applied to the original sample, a new bootstrapped sample is constructed. To
obtain the weights, employ stratified (by home) random sampling with replacement, such
that Nb ≈ N (i.e. bootstrap sample should be approximately the same size as the original
sample). (2) Run the machine learning predictive model with the bootstrap sample and obtain predictions. (3) Transform the predictions (e.g. calculate averages, run regressions),
and return the parameter of interest βb (e.g. WAP treatment effect). (4) Repeat steps
1 through 3 for total of B bootstrap iterations. (5) Compute the bootstrapped standard
error as σ =

PB

2
b=1 (βb −β̂)

B

(i.e. the standard deviation of the parameter of interest across

bootstrap samples). (6) Compute confidence bands around the parameter of interest as
β− = β − 1.96 × σ (lower bound), and β+ = β + 1.96 × σ (upper bound).
For all the machine learning estimates in this paper, I run 200 bootstrap iterations
to generate confidence intervals. Figure B.9 plots the evolution of standard deviations
(SDs) of the post-treatment (counterfactual) prediction errors as the number of iterations
increases. First, it can be noted that the variation in SDs becomes negligible after 90 iterations. Further, the trend seems to be decreasing, such that machine learning estimates
could potentially be even more precise with more iterations. In this context, however,
10
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there is a tradeoff between compute time and precision of the estimates.

Figure B.9: Stability of Bootstrapped Standard Deviations (for post-treatment
prediction errors)
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Summary Statistics for WAP Sample
Table C.2 presents descriptive statistics for the main variables collected during the

Weatherization Assistance Program application process and pre-treatment home energy
audits. In terms of demographics, it can be noted that the sample of treated households
is constituted primarily of low-income families (average yearly income around $17,220).
They are also mostly middle aged (∼54 years) homeowners (94%). The variables related
to housing structure reveal that very diverse homes are weatherized by the program:
there is significant variation in floor area, pre-treatment blower door tests, number of
bedrooms, and even vintage.
Figure C.10 represents the histogram of pre-teatment natural gas usage for homes
served by the program. The average usage is around 11 MMBtu, but with significant
variation. Notably, a lot of the distribution is concentrated at lower levels, likely during
summer of warmer months when natural gas is not needed so much.
Table C.2: WAP Descriptive Statistics
Average

Standard Deviation

Income($/1000)
N Occupants
Householder Age
Female Householder (%)
Renter (%)
Seniors 65+ (%)
Children Under 18 (%)
Blower Door Pre (CFM50)
Heating Unit Size (kBTU)
Floor Area (sqft)
N Bedrooms
N Windows
Has Multiple Stories (%)

17.32
2.97
54.83
0.66
0.06
0.39
0.17
3645.46
87.10
1543.70
4.74
16.91
0.45

10.33
1.73
15.54
0.47
0.23
0.49
0.38
1662.58
38.56
600.28
0.74
5.73
0.50

Number of Homes

34,497

12

Min

Max

0.00
52.48
1.00
9.00
22.00
89.00
0.00
1.00
0.00
1.00
0.00
1.00
0.00
1.00
980.00 13662.00
0.00
150.00
600.00 3774.00
1.00
5.00
2.00
26.00
0.00
1.00
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Figure C.10: Histogram of Pre-Treatment Energy Usage
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Figure C.11: Histograms for Categories of WAP Spending
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Figure C.11 (cont.): Histograms for Categories of WAP Spending
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Simulation Results Estimating Parameters in Energy Space
This section presents simulation results for parameters estimated in energy space,

rather than percent. Results are further discussed in the main text.
Table D.3: Simulated Conditional Average Treatment Effects on the Treated - Effects
Decreasing Over Time - Outcome in Energy Space (MMBtu)
Outcome: Monthly Energy (MMBtu)
Specification:
Group 1

Simulated

Estimated

“Ground Truth” Machine Learning
-1.0500∗∗∗
-1.0390∗∗∗
(0.0044)
(0.0297)

TWFE 1
-1.5459∗∗∗
(0.0333)

TWFE 2
-1.6286∗∗∗
(0.0292)

TWFE 3
-1.6401∗∗∗
(0.0294)

Group 2

-1.0576∗∗∗
(0.0043)

-1.0534∗∗∗
(0.0280)

-1.6114∗∗∗
(0.0338)

-1.6688∗∗∗
(0.0296)

-1.6779∗∗∗
(0.0299)

Group 3

-1.0544∗∗∗
(0.0043)

-1.0910∗∗∗
(0.0274)

-1.6190∗∗∗
(0.0343)

-1.6871∗∗∗
(0.0300)

-1.6911∗∗∗
(0.0304)

Group 4

-1.0541∗∗∗
(0.0042)

-1.0594∗∗∗
(0.0301)

-1.6197∗∗∗
(0.0338)

-1.6714∗∗∗
(0.0294)

-1.6857∗∗∗
(0.0296)

Group 5

-1.0499∗∗∗
(0.0043)

-1.0565∗∗∗
(0.0310)

-1.5677∗∗∗
(0.0332)

-1.6242∗∗∗
(0.0287)

-1.6383∗∗∗
(0.0288)

Observations

303,494†

303,494†

611,527

611,527

611,527

NA
NA
NA
NA
NA

NA
NA
NA
NA
NA

Yes
Yes
No
No
Yes

No
Yes
Yes
No
Yes

No
No
Yes
Yes
Yes

Controls:
Home FE
Month of Sample FE
Home by Calendar Month FE
Month of Sample by County FE
Heating and Cooling Degree Days

Note: This table presents estimates of conditional average treatment effects on the treated (CATT), measured as
natural gas savings. I compare machine learning estimates with the simulated ground truth, and with two-way fixed
effects (TWFE) specifications. The coefficients should be interpreted as monthly natural gas savings (in MMBtu)
attributed to simulated treatment. For these simulations, the effect in the first month after treatment is assumed
to be 15%, decreasing monthly by 0.5 percentage points, down to 2.5% for the 24th month. No controls are used
for the machine learning CATT, which are identified from predicted counterfactuals. For the machine learning
estimates, standard errors (in parentheses) are bootstrapped (200 iterations). For two-way fixed effects, standard
errors are clustered by household. Significance at 1% is indicated by ∗∗∗ . The number of observations for ground
truth and machine learning estimates, indicated by † , are smaller because they use the post-treatment sample only,
although the pre-treatment sample was used for building a predictive model.
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Table D.4: Simulated Conditional Average Treatment Effects on the Treated - Effects
Increasing Over Time - Outcome in Energy Space (MMBtu)
Outcome: Monthly Energy (MMBtu)
Specification:
Group 1

Simulated

Estimated

“Ground Truth” Machine Learning
-0.8754∗∗∗
-0.8644∗∗∗
(0.0038)
(0.0293)

TWFE 1
-0.0890∗∗∗
(0.0337)

TWFE 2
-0.1681∗∗∗
(0.0291)

TWFE 3
-0.1771∗∗∗
(0.0294)

Group 2

-0.8896∗∗∗
(0.0038)

-0.8854∗∗∗
(0.0283)

-0.1526∗∗∗
(0.0340)

-0.2058∗∗∗
(0.0295)

-0.2117∗∗∗
(0.0298)

Group 3

-0.8839∗∗∗
(0.0038)

-0.9205∗∗∗
(0.0273)

-0.1637∗∗∗
(0.0345)

-0.2289∗∗∗
(0.0299)

-0.2292∗∗∗
(0.0302)

Group 4

-0.8839∗∗∗
(0.0037)

-0.8891∗∗∗
(0.0300)

-0.1703∗∗∗
(0.0339)

-0.2179∗∗∗
(0.0291)

-0.2294∗∗∗
(0.0293)

Group 5

-0.8817∗∗∗
(0.0038)

-0.8883∗∗∗
(0.0315)

-0.1260∗∗∗
(0.0332)

-0.1771∗∗∗
(0.0284)

-0.1893∗∗∗
(0.0285)

Observations

303,494†

303,494†

611,527

611,527

611,527

NA
NA
NA
NA
NA

NA
NA
NA
NA
NA

Yes
Yes
No
No
Yes

No
Yes
Yes
No
Yes

No
No
Yes
Yes
Yes

Controls:
Home FE
Month of Sample FE
Home by Calendar Month FE
Month of Sample by County FE
Heating and Cooling Degree Days

Note: This table presents estimates of conditional average treatment effects on the treated (CATT), measured as
natural gas savings. I compare machine learning estimates with the simulated ground truth, and with two-way fixed
effects (TWFE) specifications. The coefficients should be interpreted as simulated monthly natural gas savings (in
MMBtu) attributed to treatment. For these simulations, the effect in the first month after treatment is assumed to
be 3.5%, increasing monthly by 0.5 percentage points, up to 16% for the 24th month. No controls are used for the
machine learning CATT, which are identified from predicted counterfactuals. For the machine learning estimates,
standard errors (in parentheses) are bootstrapped (200 iterations). For two-way fixed effects, standard errors are
clustered by household. Significance at 1% is indicated by ∗∗∗ . The number of observations for ground truth and
machine learning estimates, indicated by † , are smaller because they use the post-treatment sample only, although
the pre-treatment sample was used for building a predictive model.
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Table D.5: Simulated Conditional Average Treatment Effects on the Treated - 5
Random Groups - Outcome in Energy Space (MMBtu)
Outcome: Monthly Energy (MMBtu)
Specification:
Group 1

Simulated

Estimated

“Ground Truth” Machine Learning
-0.6257∗∗∗
-0.6130∗∗∗
(0.0041)
(0.0298)

TWFE 1
-0.5294∗∗∗
(0.0343)

TWFE 2
-0.5810∗∗∗
(0.0294)

TWFE 3
-0.5917∗∗∗
(0.0297)

Group 2

-0.8435∗∗∗
(0.0040)

-0.8377∗∗∗
(0.0283)

-0.8064∗∗∗
(0.0346)

-0.8337∗∗∗
(0.0300)

-0.8424∗∗∗
(0.0303)

Group 3

-1.0500∗∗∗
(0.0040)

-1.0847∗∗∗
(0.0272)

-1.0189∗∗∗
(0.0354)

-1.0670∗∗∗
(0.0306)

-1.0711∗∗∗
(0.0310)

Group 4

-1.2588∗∗∗
(0.0039)

-1.2621∗∗∗
(0.0296)

-1.2257∗∗∗
(0.0347)

-1.2520∗∗∗
(0.0298)

-1.2686∗∗∗
(0.0300)

Group 5

-1.4641∗∗∗
(0.0040)

-1.4690∗∗∗
(0.0306)

-1.3875∗∗∗
(0.0343)

-1.4214∗∗∗
(0.0294)

-1.4398∗∗∗
(0.0295)

Observations

304,427†

304,427†

619,818

619,818

619,818

NA
NA
NA
NA
NA

NA
NA
NA
NA
NA

Yes
Yes
No
No
Yes

No
Yes
Yes
No
Yes

No
No
Yes
Yes
Yes

Controls:
Home FE
Month of Sample FE
Home by Calendar Month FE
Month of Sample by County FE
Heating and Cooling Degree Days

Note: This table presents estimates of conditional average treatment effects on the treated (CATT), measured as
natural gas savings. I compare machine learning estimates with the simulated ground truth, and with two-way fixed
effects (TWFE) specifications. The coefficients should be interpreted as monthly natural gas savings (in MMBtu)
attributed to simulated treatment. Here, simulated effects were assumed to vary across 5 random subgroups of the
population (with effects as shown in the “Ground Truth” column). No controls are used for the machine learning
CATT, which is identified from predicted counterfactuals. For the machine learning estimates, standard errors are
bootstrapped (200 iterations). For two-way fixed effects, standard errors are clustered by household. Significance
at 1% is indicated by ∗∗∗ . The number of observations for ground truth and machine learning estimates, indicated
by † , are smaller because they use the post-treatment sample only, although the pre-treatment sample was used for
building a predictive model.
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Parameter Estimates for Unit-Specific Treatment
Effects
The following table presents the parameters used in the simulations that demonstrate

unit-specific treatment effects. The first column shows the true (simulated) effects, while
the second column shows estimated effects according to the machine learning approach.
Table E.6: Simulated Conditional Average Treatment Effects on the Treated - effects
decreasing over time plus variation depending on amount spent on upgrades
Simulated
-0.1500∗∗∗
(0.0000)

Machine Learning
-0.1427∗∗∗
(0.0051)

Furnace (0-300)

-0.0050∗∗∗
(0.0000)

-0.0248∗∗∗
(0.0050)

Furnace [300-600)

-0.0100∗∗∗
(0.0000)

-0.0261∗∗∗
(0.0050)

Furnace [600-900)

-0.0150∗∗∗
(0.0000)

-0.0238∗∗∗
(0.0061)

Furnace [900-1200)

-0.0250∗∗∗
(0.0000)

-0.0341∗∗∗
(0.0087)

Furnace [1200-1500)

-0.0250∗∗∗
(0.0000)

0.0006
(0.0151)

Furnace [1500-1800)

-0.0500∗∗∗
(0.0000)

-0.0633∗∗∗
(0.0103)

Furnace [1800-2100)

-0.0500∗∗∗
(0.0000)

-0.0449∗∗∗
(0.0083)

Furnace [2100-2400)

-0.0500∗∗∗
(0.0000)

-0.0439∗∗∗
(0.0061)

Furnace [2400-2700)

-0.0500∗∗∗
(0.0000)

-0.0383∗∗∗
(0.0052)

Furnace [2700-3000)

-0.0500∗∗∗
(0.0000)

-0.0348∗∗∗
(0.0053)

Furnace ≥3000

-0.0500∗∗∗
(0.0000)

-0.0380∗∗∗
(0.0060)

Wall Insulation (0-300)

-0.0050∗∗∗
(0.0000)

-0.0099
(0.0079)

Wall Insulation [300-600)

-0.0100∗∗∗
(0.0000)

-0.0211∗
(0.0109)

Wall Insulation [600-900)

-0.0150∗∗∗
(0.0000)

-0.0043
(0.0085)

Wall Insulation [900-1200)

-0.0200∗∗∗
(0.0000)

-0.0312∗∗∗
(0.0109)

Wall Insulation [1200-1500)

-0.0250∗∗∗
(0.0000)

-0.0152
(0.0092)

Wall Insulation [1500-1800)

-0.0300∗∗∗
(0.0000)

-0.0313∗∗∗
(0.0081)

Wall Insulation [1800-2100)

-0.0350∗∗∗
(0.0000)

-0.0176∗∗
(0.0081)

Wall Insulation [2100-2400)

-0.0400∗∗∗
(0.0000)

-0.0180∗∗
(0.0084)

Wall Insulation [2400-2700)

-0.0400∗∗∗
(0.0000)

-0.0321∗∗∗
(0.0115)

Wall Insulation [2700-3000)

-0.0400∗∗∗
(0.0000)

-0.0491∗∗∗
(0.0136)

-0.0400∗∗∗
(0.0000)
(Continues on next page...)

-0.0395∗∗
(0.0158)

Base Treatment

Wall Insulation ≥3000
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Table E.6 (continued): Simulated Conditional Average Treatment Effects on the Treated
- effects decreasing over time plus variation depending on amount spent on upgrades
Simulated

Machine Learning

0.0050∗∗∗
(0.0000)

0.0078∗∗∗
(0.0028)

3

0.0100∗∗∗
(0.0000)

0.0084∗∗∗
(0.0026)

4

0.0150∗∗∗
(0.0000)

0.0155∗∗∗
(0.0025)

5

0.0200∗∗∗
(0.0000)

0.0152∗∗∗
(0.0028)

6

0.0250∗∗∗
(0.0000)

0.0216∗∗∗
(0.0027)

7

0.0300∗∗∗
(0.0000)

0.0282∗∗∗
(0.0028)

8

0.0350∗∗∗
(0.0000)

0.0343∗∗∗
(0.0029)

9

0.0400∗∗∗
(0.0000)

0.0377∗∗∗
(0.0032)

10

0.0450∗∗∗
(0.0000)

0.0422∗∗∗
(0.0033)

11

0.0500∗∗∗
(0.0000)

0.0473∗∗∗
(0.0031)

12

0.0550∗∗∗
(0.0000)

0.0554∗∗∗
(0.0033)

13

0.0600∗∗∗
(0.0000)

0.0535∗∗∗
(0.0031)

14

0.0650∗∗∗
(0.0000)

0.0596∗∗∗
(0.0031)

15

0.0700∗∗∗
(0.0000)

0.0648∗∗∗
(0.0030)

16

0.0750∗∗∗
(0.0000)

0.0717∗∗∗
(0.0033)

17

0.0800∗∗∗
(0.0000)

0.0692∗∗∗
(0.0034)

18

0.0850∗∗∗
(0.0000)

0.0775∗∗∗
(0.0036)

19

0.0900∗∗∗
(0.0000)

0.0832∗∗∗
(0.0035)

20

0.0950∗∗∗
(0.0000)

0.0916∗∗∗
(0.0036)

21

0.1000∗∗∗
(0.0000)

0.0919∗∗∗
(0.0037)

22

0.1050∗∗∗
(0.0000)

0.1010∗∗∗
(0.0036)

23

0.1100∗∗∗
(0.0000)

0.1018∗∗∗
(0.0041)

24

0.1150∗∗∗
(0.0000)
302,101

0.1085∗∗∗
(0.0042)
293,636

Months Since Treatment
2

Observations
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